
Chapter 6

Computation Tree Logic

Pnueli [88] has introduced linear temporal logic to the computer science com-
munity for the specification and verification of reactive systems. In Chapter
3 we have treated one important kind of linear temporal logic, called PLTL.
This temporal logic is called linear, because the – qualitative notion of – time
is linear: at each moment of time there is only one possible successor state and
thus only one possible future. Technically speaking, this follows from the fact
that the interpretation of linear temporal logic-formulas using the satisfaction
relation |= is defined in terms of computations, i.e., sequences of states. Since
the semantics of linear temporal logic is based on sequences, the temporal op-
erators X, U, F and G in fact describe the ordering of events along a time path,
i.e., a single computation of a system. For a state in a Kripke structure, in
which the successor of a state is not necessarily unique, the interpretation is
defined in terms of all computations that start in that state.

In the early eighties another kind of temporal logic for specification and verifi-
cation purposes was introduced. This branch of temporal logic is not based on
a linear notion of time, but on a branching notion of time [22]. Branching time
refers to the fact that at each moment there may be several different possible
futures. Due to this branching notion of time, this class of temporal logic is
called branching temporal logic. In essence, branching boils down to a state
having different possible successor states. Thus R(s), the set of successor states
of s is a (non-empty) set of states. The underlying notion of the semantics of a
branching temporal logic is thus a tree of states rather than a sequence. Each
path in the tree is intended to represent a single possible computation. The
tree itself thus represents all possible computations. More precisely, the tree
rooted at state s represents all possible infinite computations that start in s.

The temporal operators in branching temporal logic allow the expression of
properties of (some or all) computations of a system. For instance, the property
EFΦ denotes that there exists a computation along which FΦ holds. That is,
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it states that there is at least one possible computation in which a state that
satisfies Φ is eventually reached. This does not, however, exclude the fact
that there can also be computations for which this property does not hold, for
instance, computations for which Φ is always refuted. The property AFΦ, in
contrast, states that all computations satisfy the property FΦ.

The existence of two types of temporal logic – linear and branching temporal
logic – has resulted in the development of two model-checking “schools”, one
based on linear and one based on branching temporal logic. Although much can
be said about the differences and the appropriateness of linear versus branching
temporal logic, there are two main issues that justify the treatment of model
checking based on these different logics:

• The expressiveness of many linear and branching temporal logics is in-
comparable. This means that some properties that are expressible in a
linear temporal logic cannot be expressed in certain branching temporal
logic, and vice versa.

• The (traditional) techniques for model-checking linear and branching tem-
poral logics are quite different.1 This results, for instance, in significantly
different time and space complexity results.

In this chapter we consider Computation Tree Logic (CTL), a temporal logic
based on propositional logic with a discrete notion of time, and only future
modalities. CTL is an important branching temporal logic that is sufficiently
expressive for the formulation of an important set of system properties. It was
originally used by Clarke and Emerson [22] and (in a slightly different form) by
Quielle and Sifakis [91] for model checking. More importantly, it is a logic for
which efficient, and – as we will see in Chapter 7 – very elegant, model-checking
algorithms do exist.

6.1 Syntax of CTL

The most elementary statements about systems that one can make in CTL are
atomic propositions, as in the definition of PLTL. The set of atomic propositions
is denoted by AP , with typical elements p, q, and r. We define the syntax of
CTL in the following way:

Definition 9. (Syntax of computation tree logic)
Let p be an atomic proposition. Formulas in CTL are either state-formulas or
path-formulas which satisfy the following rules:

1Although some promising unifying developments are taking place [66].
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1. p is a state-formula

2. If Φ is a state-formula, then ¬Φ is a state-formula

3. If Φ and Ψ are state-formulas, then Φ ∨ Ψ is a state-formula

4. If ϕ is a path-formula, then E ϕ and Aϕ are state-formulas

5. If Φ is a state-formula, then XΦ is a path-formula

6. If Φ and Ψ are state-formulas, then ΦUΨ are state-formulas

7. Anything else is neither a state- nor a path-formula.

CTL distinguishes between state-formulas and path-formulas. Intuitively, state-
formulas express a property of a state, while path-formulas express a property
of a path, i.e., an infinite sequence of states. The temporal operators X and U

have the same meaning as in PLTL. Formula XΦ holds for a path if Φ holds at
the next state in the path, and ΦUΨ holds for a path if there is some future
state along the path for which Ψ holds, and Φ holds in all states prior to that
state. Path-formulas can be turned into state-formulas by prefixing them with
either the path-quantifier E (pronounced “for some path”) or A (pronounced
“for all paths”). Note that the linear temporal operators X and U are required
to be immediately preceded by E or A. Formula E ϕ holds in a state if there
exists some path satisfying ϕ that starts in that state. Dually, formula Aϕ

holds in a state if all paths that start in that state satisfy ϕ. Like for first-order
logic we have Aϕ ≡ ¬E ¬ϕ, for all path-formulas ϕ.2

Example 11. Let AP = {x = 1, x < 2, x > 3 } be a set of atomic proposi-
tions. Examples of CTL-formulas are: EX (x = 1), AX (x = 1), x < 2 ∨ x =
1, E ((x < 2)U (x > 3)) and A (true U (x < 2)). The expression E (x =
1 ∧ AX (x > 3)), however, is, not a CTL-formula, since x = 1 ∧ AX (x > 3)
is not a path-formula. The expression EX (true U (x = 1)) is also not a CTL-
formula, since (trueU (x = 1)) is a path-formula rather than a state-formula.
In contrast, EX (x = 1 ∧ AX (x > 3)) and EX A (true U (x = 1)) are, however,
CTL-formulas. (End of example.)

The syntax of CTL requires that the linear temporal operators X , F , G , and
U are immediately preceded by a path quantifier E or A. If this restriction
is dropped, and we allow an arbitrary PLTL-formula to be preceded by E or
A, then the more expressive branching temporal logic CTL∗ [22] is obtained.
For instance, E (p ∧ X q) and A (F p ∧ G q) are formulas in CTL∗, but not in
CTL. CTL∗ can therefore be considered as the branching counterpart of PLTL
since each PLTL sub-formula can be used in a CTL∗-formula. The precise
relationship between PLTL, CTL and CTL∗ will be described in Section 6.4.

2Note that ¬E ¬ϕ is not a CTL-formula since ¬ϕ is not a legal path-formula.
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We do not consider model-checking CTL∗ since it is of intractable complexity:
the model-checking problem for this logic is PSPACE-complete in the size of
the system specification [23]. Here we only consider CTL for which efficient
model-checking algorithms do exist. Although CTL does not possess the full
expressive power of CTL∗, there is sufficient empirical evidence that it is usually
sufficiently powerful to express relevant properties.

6.2 Semantics of CTL

6.2.1 Kripke Structures Recapitulated

As for PLTL, the interpretation of CTL is defined in terms of a Kripke structure.
We recall the following definition and notations:

Definition 10. (Kripke structure)
A Kripke structure M is a tuple (S, I,R,Label) where

• S is a countable set of states,

• I ⊆ S is a set of initial states,

• R ⊆ S × S is a transition relation satisfying ∀s ∈ S. (∃s′ ∈ S. (s, s′) ∈ R)

• Label : S −→ 2AP is an interpretation function on S.

Definition 11. (Path)
A path in Kripke structure M = (S, I,R,Label) is an infinite sequence of states
s0 s1 s2 . . . such that (si, si+1) ∈ R for all i > 0.

A path is thus an infinite sequence of states such that between successive states
transitions do exist. For path σ = s0 s1 s2 . . . and integer i > 0 we use σ[i] to
denote the (i+1)-th state of σ , i.e., σ[i] = si. The set of paths that start in
state s is denoted Paths(s). As each state in a Kripke structure is required to
have at least one successor, it follows Paths(s) 6= ∅ for any state s.

For any Kripke structure M = (S, I,R,Label) and state s ∈ S there is an
infinite computation tree with root labelled s such that (s′, s′′) is an arc in the
tree if and only if (s′, s′′) ∈ R. This tree is obtained by unfolding the Kripke
structure at state s. A state s for which p ∈ Label(s) is sometimes called a
p-state. The path σ is called a p-path if it consists solely of p-states.

Example 12. Consider the Kripke structure of Figure 6.1(a). A finite prefix
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(s0, 0)

(s1, 1)

(s2, 2) (s3, 2)

(s3, 3) (s2, 3) (s3, 3)

(s2, 4) (s3, 4) (s3, 4)(s2, 4) (s3, 4)

(b)

s0
s1

s2s3

(a)

{x = 0 }

{x = 0 }

{x 6= 0 }

{x = 1, x 6= 0 }

Figure 6.1: An example (a) Kripke structure and (b) a prefix of one of its
infinite computation trees

of the infinite computation tree rooted at state s0 is depicted in Figure 6.1(b).
This tree is obtained by unfolding the Kripke structure starting at state s0. For
convenience, each node in the tree consists of a pair indicating the state in the
Kripke structure and the level of the node in the tree. Examples of paths are
s0 s1 s2 sω

3 , s0 s1 (s2 s3)
ω and s0 s1 (s3 s2)

∗ sω
3 . For example, the set of paths that

start in state s3, Paths(s3), equals { (s+
3 s2)

∗sω
3 , (s+

3 s2)
ω }. (End of example.)

6.2.2 Semantics of CTL

The semantics of CTL formulas is defined by two satisfaction relations (both
denoted by |=): one for the state-formulas and one for the path-formulas. For
the state-formulas |= is a relation between a Kripke structure M, one of its
states s, and a state-formula Φ. We write M, s |= Φ rather than ((M, s),Φ) ∈
|=. For the path-formulas |= is a relation between a Kripke structure M,
one of its paths σ, and a path-formula ϕ. We write M, σ |= Φ rather than
((M, σ),Φ) ∈ |=. For convenience, we omit M if it is clear from the context.

Definition 12. (Semantics of CTL)
Let p ∈ AP be an atomic proposition, M = (S, I,R,Label) be a Kripke struc-
ture, s ∈ S, Φ,Ψ be CTL state-formulas, and ϕ be a CTL path-formula. The
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satisfaction relation |= is defined for state-formulas by:

s |= p iff p ∈ Label(s)
s |= ¬Φ iff ¬ (s |= Φ)
s |= Φ ∨ Ψ iff (s |= Φ) ∨ (s |= Ψ)
s |= Eϕ iff ∃σ ∈ Paths(s). σ |= ϕ

s |= Aϕ iff ∀σ ∈ Paths(s). σ |= ϕ

For path σ the satisfaction relation |= for path-formulas is defined by:

σ |= XΦ iff σ[1] |= Φ
σ |= ΦUΨ iff ∃ j > 0. (σ[j] |= Ψ ∧ (∀ 0 6 k < j. σ[k] |= Φ))

The interpretations for atomic propositions, negation and conjunction are as
usual. State-formula E ϕ is valid in state s if and only if there exists some path
starting in s that satisfies ϕ. In contrast, Aϕ is valid in state s if and only if
all paths starting in s satisfy ϕ. The semantics of the path-formulas is identical
(although slightly different formulated) to that for PLTL. For instance, EXΦ is
valid in state s if and only if there exists some path σ starting in s such that
in the next state of this path, state σ[1], the property Φ holds. A (ΦUΨ) is
valid in state s if and only if every path starting in s has an initial finite prefix
(possibly only containing s) such that Ψ holds in the last state of this prefix
and Φ holds in all other states along the prefix. E (ΦUΨ) is valid in s if and
only if there exists a path starting in s that satisfies ΦUΨ. As for PLTL, the
semantics of CTL here is non-strict in the sense that the formula ΦUΨ is valid
if the current state satisfies Ψ.

Example 13. Consider the Kripke structure modeling the TMR system, as

s3,1 s2,1 s1,1 s0,1

s0,0

up0up2 up1up3

down

Figure 6.2: A Kripke structure of the TMR system

introduced in Chapter 3 (cf. Figure 6.2). We consider the TMR system to be
operational if at least two processors are functioning properly. Some interesting
properties of this system and their formulation in CTL are listed in Table 6.1.
State-formula EG ¬down holds in state s3,1, as there is a path that starts in that
state that never reaches the down-state. An example of such path is (s3,1 s2,1)

ω.
Formula AG ¬down, however, does not hold in state s3,1, as there is a path
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Property Formalization in CTL

Possibly the system never goes down EG ¬down

Invariantly the system never goes down AG ¬down

It is always possible to start as new AGEFup3

The system only goes down when operational A ((up3 ∨ up2)U down)

Table 6.1:

starting from that state that satisfies ¬G ¬down. An example of such path is
(s3,1)

∗ s0,0 . . .. Formula AGEFup3 holds in state s3,1, as in any state of any
of its paths it is possible to return to the initial state. This property should
not be confused with the CTL-formula AFup3, which expresses that each path
eventually will return to the initial state. (Note that this formula does not hold
for s3,1.) Finally, the last property of Table 6.1 does not hold in state s3,1

as there exists a path such as s3,1 s2,1 s1,1 s0,0 . . . for which the path-formula
(up3 ∨ up2)Udown does not hold. (End of example.)

6.2.3 Auxiliary Temporal Operators

The boolean operators true, false, ∧ , ⇒ and ⇔ are defined in the usual way
(see Chapter 3). Given that FΦ = trueUΦ we define the following abbrevia-
tions:

EFΦ ≡ E (trueUΦ)

AFΦ ≡ A (trueUΦ)

EFΦ is pronounced “Φ holds potentially” and AFΦ is pronounced “Φ is in-
evitable”. Since GΦ ≡ ¬F ¬Φ and Aϕ ≡ ¬E ¬ϕ we have in addition:

EGΦ ≡ ¬AF ¬Φ

AGΦ ≡ ¬EF ¬Φ

AXΦ ≡ ¬EX ¬Φ

EGΦ is pronounced “potentially always Φ”, AGΦ is pronounced “invariantly
Φ” and AXΦ is pronounced “for all paths next Φ”. The operators E and
A bind equally strongly and have the highest precedence among the unary
operators. The binding power of the other operators is identical to that of
linear temporal logic PLTL. Thus, for example, (AG p) ⇒ (EG q) is simply
denoted by AG p ⇒ EG q, and should not be confused with AG (p ⇒ EG q).

The interpretation of the temporal operators AXΦ, EF Φ, EGΦ, AFΦ and AGΦ
can be derived using Definition 12. To illustrate such a derivation we derive for
EGΦ:
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s |= EGΦ

⇔ { definition of EG }

s |= ¬AF ¬Φ

⇔ { definition of F }

s |= ¬A (true U ¬Φ)

⇔ { semantics of ¬ }

¬ (s |= A (trueU ¬Φ))

⇔ { semantics of A (ΦUΨ) }

¬ (∀σ ∈ Paths(s).(∃ j > 0. σ[j] |= ¬Φ ∧ (∀ 0 6 k < j. σ[k] |= true)))

⇔ { s |= true for all states s ; predicate calculus }

∃σ ∈ Paths(s). (∀ j > 0. σ[j] |= Φ)

Thus EGΦ is valid in state s if and only if there exists some path starting at s

such that for each state on this path the formula Φ holds. In a similar way one
can derive that AGΦ is valid in state s if and only if for all states on any path
starting at s the formula Φ holds. The formula EFΦ is valid in state s if and
only if Φ holds eventually along some path that starts in s, and AFΦ is valid
if and only if this property holds for all paths that start in s. The derivation
of the formal interpretation of these temporal operators is left to the interested
reader.

Example 14. A Kripke structure M is depicted at the top of Figure 6.3(a),
and underneath the validity of several CTL-formulas is indicated for each state
of M. A state in the model is colored black if the formula is valid in that state,
and otherwise colored white. Seven formulas are considered:

• The formula EX p is valid for all states since all states have some direct
successor state that satisfies p.

• AX p is not valid for state s0, since a possible path starting at s0 goes
directly to state s2 for which p does not hold. Since the other states have
only direct successors for which p holds, AX p is valid for all other states.

• For all states except state s2, it is possible to have a computation (such
as s0 s1 sω

3 ) for which p is globally valid. Therefore EG p is valid in these
states. Since p 6∈ Label(s2) there is no path starting at s2 for which p is
globally valid.

• AG p is only valid for s3 since its only path, sω
3 , always visits a state in

which p holds. For all other states it is possible to have a path which
contains s2 that does not satisfy p. So, for these states AG p is not valid.

• EF (EG p) is valid for all states since from each state another state (either
s0, s1 or s3) can be eventually reached from which some computation can
start along which p is globally valid.
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EX p AX p

EG p AG p

EF (EG p) A (p U q)

M

s1s0

{ p } { p }

s3

{ q }

{ p, q }

s2

(a)

E (p U (¬ p ∧ A (¬ p U q)))

Figure 6.3: Interpretation of several CTL-formulas for a Kripke structure M

• A (pU q) is not valid in s3 since its only computation (sω
3 ) never reaches a

state for which q holds. In state s0 proposition p holds until q holds, and
in states s1 and s2 proposition q holds immediately.

• Finally, E (pU (¬ p ∧ A (¬ pU q))) is not valid in s3, since from s3 a q-
state can never be reached. For the states s0 and s1 the formula is valid,
since state s2 can be reached from these states via a p-path, ¬ p is valid in
s2, and from s2 all possible paths satisfy ¬ pU q, since s2 is a q-state. For
instance, for state s0 the path (s0 s2 s1)

ω satisfies pU (¬ p ∧ A (¬ pU q))
since p ∈ Label(s0), p 6∈ Label(s2) and q ∈ Label(s1). For state s2 the
property is valid since p is invalid in s2 and for all paths starting at s2

the first state is a q-state.

(End of example.)

Formulas A (ΦUΨ) and E (ΦUΨ) are valid if it is guaranteed that (either for all
or for some paths) eventually a Ψ-state is reached. This is sometimes a rather
strong requirement. A weaker variant of until, the unless operator W, states
that Φ holds continuously either until Ψ holds for the first time, or throughout
the path. This operator is defined by:

A (ΦW Ψ) ≡ AGΦ ∨ A (ΦUΨ)
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or equivalently by:

A (ΦW Ψ) ≡ AF ¬Φ ⇒ A (ΦUΨ)

In a similar way, the existential variant can be defined. Later on, we will discuss
the practical relevance of this operator.

6.3 Axiomatization

In Chapter 3 on linear temporal logic we have seen that rather than a reasoning
on the basis of the semantics, axioms can be used to prove the equivalence of
formulas. These axioms are defined on the syntax of formulas. An important
axiom for PLTL is the expansion axiom for until:

ΦUΨ ≡ Ψ ∨ (Φ ∧ X (ΦUΨ))

For CTL, axioms similar to the expansion axiom exist. Noting that the linear
temporal operator U can be prefixed with either an existential or a universal
path quantifier, we have axioms for E (ΦUΨ) and A (ΦUΨ). These axioms are
listed in the last two rows of Table 6.2. The soundness of these axioms can be
proved using the semantics of CTL. These proofs are similar to the proof of the
expansion axiom for U for PLTL as discussed in Chapter 3, and are left to the
reader. A complete axiomatization of CTL does exist [9, 35], but falls outside
the scope of this book.

EFΦ ≡ Φ ∨ EX (EFΦ)
AFΦ ≡ Φ ∨ AX (AFΦ)
EGΦ ≡ Φ ∧ EX (EGΦ)
AGΦ ≡ Φ ∧ AX (AG Φ)

E (ΦUΨ) ≡ Ψ ∨ (Φ ∧ EXE (ΦUΨ))
A (ΦUΨ) ≡ Ψ ∨ (Φ ∧ AXA (ΦUΨ))

Table 6.2: Expansion axioms for CTL

In Table 6.2, the first four axioms can be derived from the last two axioms. For
example, we derive for AFΦ:

AFΦ

⇔ { definition of AF }

A (true UΦ)
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⇔ { axiom for A (ΦUΨ) }

Φ ∨ (true ∧ AX (A (true UΦ)))

⇔ { predicate calculus; definition of AF }

Φ ∨ AX (AFΦ)

Using this result, we derive for EGΦ:

EGΦ

⇔ { definition of EG }

¬AF ¬Φ

⇔ { result of above derivation }

¬ (¬Φ ∨ AX (AF ¬Φ))

⇔ { predicate calculus }

Φ ∧ ¬AX (AF ¬Φ)

⇔ { definition of AX }

Φ ∧ EX (¬ (AF ¬Φ))

⇔ { definition of EG }

Φ ∧ EX (EGΦ)

Similar derivations can be performed in order to derive the axioms for EF and
AG . These are left to the reader.

The basic idea behind these axioms is to express the validity of a formula by a
statement about the current state (without the need to use temporal operators)
and a statement about the direct successors of this state (using either EX or
AX depending on whether an existential or a universally quantified formula is
treated). For instance, EGΦ is valid in state s if Φ is valid in s (a statement
about the current state) and Φ holds for all states along some path starting at
s (a statement about the successor states).

The fact that for the expansion axiom for PLTL similar axioms for CTL do
exist seems to suggest that any axiom for PLTL can be lifted to CTL. This is,
however, not true. Consider, for example, the following statement:

F (Φ ∨ Ψ) ≡ FΦ ∨ FΨ

which is valid for any path. The same is true for:

EF (Φ ∨ Ψ) ≡ EFΦ ∨ EFΨ

This can be seen as follows.

• EFΦ ∨ EFΨ ⇒ EF (Φ ∨ Ψ) is a valid statement. Assume that s |=
EFΦ ∨ EFΨ. Then, without loss of generality, we may assume that
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s |= EFΦ. This means that there is some state s′ (possibly s = s′),
reachable from state s, such that s′ |= Φ. But then s′ |= Φ ∨ Ψ. This
means that there exists a reachable state from s which satisfies Φ ∨ Ψ.
By the semantics of CTL it now follows s |= EF (Φ ∨ Ψ).

• EF (Φ ∨ Ψ) ⇒ EFΦ ∨ EF Ψ is a valid statement. Let s be an arbitrary
state such that s |= EF (Φ ∨ Ψ). Then there exists a state s′ (possibly
s = s′) such that s′ |= Φ ∨ Ψ. Without loss of generality we may assume
that s′ |= Φ. But then we can conclude s |= EFΦ, as s′ is reachable from
s. Therefore we also have s |= EF Φ ∨ EFΨ.

However, AF (Φ ∨ Ψ) 6≡ AFΦ ∨ AFΨ since AF (Φ ∨ Ψ) ⇒ AFΦ ∨ AFΨ is
invalid as shown by the following Kripke structure:

s′′ s′

s

{Φ } {Ψ }

For each path that starts in state s we have that F (Φ ∨ Ψ) holds. This follows
directly from the fact that each path visits either state s′ of state s′′ eventually,
and s′ |= Φ ∨ Ψ and the same applies to s′′. However, state s does not satisfy
AFΦ ∨ AFΨ. For instance, path s (s′′)ω |= FΦ but s (s′′)ω 6|= FΨ. Thus,
s 6|= AFΨ. By a similar reasoning applied to path s (s′)ω it follows s 6|= AFΦ.
Thus, s 6|= AFΦ ∨ AFΨ.

6.4 Expressiveness of CTL and PLTL

One of the main differences between CTL and PLTL is their expressiveness.
More precisely, there are properties that one can express in CTL, but that can-
not be expressed in PLTL, and vice versa. Formally speaking, the expressiveness
of CTL and PLTL is incomparable. An extension of CTL, called CTL∗, unifies
both logics. The expressiveness of CTL∗ comprises that of both CTL and PLTL.
In order to treat the type of properties for which CTL and PLTL differ, we intro-
duce the syntax of CTL∗ and give an alternative characterization of the syntax
of PLTL. This alternative syntax distinguishes between PLTL state-formulas
and PLTL path-formulas. The path-formulas are the usual PLTL-formulas as
treated in Chapter 3. A state-formula is of the form Aϕ for path-formula ϕ.
The basic idea is that s |= Aϕ if all paths that start in state s satisfy ϕ. Thus, a
PLTL-formula like redU green is “translated” into the branching-time formula
A (redU green). This implicit universal quantification over all possible compu-
tations is commonly adopted when comparing branching and linear temporal
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PLTL state-formulas Φ ::= Aϕ

path-formulas ϕ ::= p | ¬ϕ | ϕ ∨ ϕ | Xϕ | ϕUϕ

CTL state-formulas Φ ::= p | ¬Φ | Φ ∨ Φ | E ϕ | Aϕ

path-formulas ϕ ::= XΦ | ΦUΦ

CTL∗ state-formulas Φ ::= p | ¬Φ | Φ ∨ Φ | E ϕ | Aϕ

path-formulas ϕ ::= Φ | ¬ϕ | ϕ ∨ ϕ | Xϕ | ϕUϕ

Table 6.3: Syntax of PLTL, CTL and CTL∗ by distinguishing state- and path-
formulas

logics [36]. Together with the syntax of CTL, the syntax definitions of PLTL
(in the new style) and CTL∗ are summarized in Table 6.3.

CTL∗ is an extension of CTL as it allows path quantifiers E and A to be arbi-
trarily nested with linear temporal operators (such as X and U). In contrast,
in CTL each linear temporal operator must be immediately preceded by a path
quantifier. For example, AXX p is a legal CTL∗-formula but does not belong
to CTL. The same applies to the CTL∗-formulas EGF p and AGF p. Compar-
ing the expressiveness by just considering their syntax is not sufficient, though.
For example, the CTL-formula AFAF p is syntactically different from the CTL∗-
formula AGF p, but expresses the same thing! In general, we therefore have to
consider whether for some formula Φ stated in one temporal logic L, say, there
does not exist an equivalent formula Ψ – that syntactically may differ from Φ
– in the other temporal logic L′. In the following definition, we define what
equivalence of formulas precisely means.

Definition 13. (Equivalence of formulas)
State-formulas Φ and Ψ are equivalent if and only if for all Kripke structures
M and states s:

s |= Φ if and only if s |= Ψ

We are now in a position to define formally what it means for two temporal
logics to be equally expressive.

Definition 14. (Comparison of expressiveness)
Temporal logic L is at least as expressive as temporal logic L′ if and only if for
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any formula Φ ∈ L we have:

∃Ψ ∈ L′. (∀M.∀ s. (M, s |= Φ if and only if M, s |= Ψ))

If L is at least as expressive as L′ and L′ is at least as expressive as L, then L′

and L are said to be equally expressive.

If L is at least as expressive as L′, but the reverse does not hold, then L is
also called more expressive than L′. In Figure 6.4 we depict the relationship
between the three logics considered as a Venn diagram where each ellipse rep-
resents the set of formulas that can be expressed in a logic. We see that CTL∗

is more expressive than both PLTL and CTL, whereas PLTL and CTL are in-
comparable. Below, examples of formulas are given that show the differences
in expressiveness of each of the regions in Figure 6.4.

A (F (p∧X p))
A (pU q)

A (F (p∧X p))
∨

AG (EF q)

AG (EF q)

PLTL CTL

CTL∗

Figure 6.4: Relationship between PLTL, CTL and CTL∗

In PLTL, but not in CTL. For example, A (F (p∧X p)) is a PLTL-formula
for which there does not exist an equivalent formula in CTL. The formula
expresses that each path eventually reaches a point at which two successive p-
states are reached. The proof of this fact can be found in [36] and falls outside
the scope of this work. Note that the obvious CTL candidates A (F (p∧AX p))
and A (F (p∧EX p)) do not express the same property. Another example of a
PLTL-formula for which an equivalent formulation in CTL does not exist is
A (GF p ⇒ F q) which states that if p holds infinitely often, then q will be valid
eventually. This is an interesting fairness property that occurs frequently in
verification. For instance, a typical property for a communication protocol over
an unreliable communication medium (such as a radio or infra-red connection)
is that “if a message is being sent infinitely often, it will eventually arrive at its
destination”.

In CTL, but not in PLTL. The formula AGEF p is a CTL-formula for
which there does not exist an equivalent formulation in PLTL. The property
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is of use in practice since it expresses the fact that it is possible to reach a
state for which p holds irrespective of the current state. If p characterizes a
state where a certain error is repaired, the formula expresses the fact that it is
always possible to recover from that error. In fact, we can prove that AGEF p

is not expressible in PLTL. A sketch of the proof is as follows [59]. Let Φ be a
PLTL-formula such that AΦ is equivalent to AGEF p. Since M, s |= AGEF p in
the left-hand figure below (a), it follows that M, s |= AΦ. Note that path sω

aslso satisfies GE F p as state s, the only state on that path, satisfies E F p. Let
M′ be the sub-model of M shown in the right-hand diagram (b). The paths
starting from s in M′ are a subset of those starting from s in M, so we have
M′, s |= AΦ. However, it is not the case that M′, s |= AGEF p, since p is never
valid along the only path sω.

s ss′

(b)(a)

{ p }{ ¬ p } { ¬ p }

Relationship between CTL∗ and PLTL. The relationship between PLTL
and CTL∗ can be expressed as follows [21]: any CTL∗-formula Φ can be ex-
pressed in PLTL if and only if Φ is equivalent to the PLTL-formula A f(Φ) where
f(Φ) is obtained from Φ by eliminating all path-quantifiers. For instance, if Φ
equals EFEG p ⇒ AF q then we obtain that f(Φ) equals FG p ⇒ F q; however,
Φ and A f(Φ) are not equivalent in this case.

As a final example of the difference in expressiveness of PLTL, CTL and CTL∗

consider the PLTL-formula GF p, which says infinitely often p. It is not difficult
to see that prefixing this formula with an existential or a universal path quan-
tifier leads to a CTL∗-formula: A(GF )p and E(GF )p are CTL∗-formulas. AGF p

is equivalent to AGAF p — for any model M the validity of these two formulas
is identical — and thus for A(GF )p an equivalent CTL-formula does exist, since
AGAF p is a CTL-formula. For E(GF )p, however, no equivalent CTL-formula
does exist. This can be seen by considering the following model, where empty
sets of atomic propositions are omitted.

s0 s1 s2

{ p }

We have s0 |= E(GF )p since for any state on the path (s0)
ω a p-state is even-

tually reachable. However, s0 6|= A(GF )p since there is no path starting in s0

such that p is infinitely often valid.



86 Computation Tree Logic

6.5 Fairness and CTL

The important class of fairness properties (cf. Section 3.7) cannot be expressed
in CTL. We recall that fairness assumptions are mainly used to rule out com-
putations that are unreasonable for the system under consideration. These
unreasonable computations are the “unfair” ones; the remaining computations
are the “fair” computations. To deal with fairness constraints in CTL, the se-
mantics of CTL is slightly modified such that the state-formulas Aϕ and E ϕ

are interpreted over all fair paths rather than over all possible paths. A fair
path is a path that satisfies a set of fairness constraints. A fairness constraint
is defined by a predicate over sets of states. For instance, in a mutual exclusion
algorithm such a fairness constraint could be “process one is not in its critical
section”. Imposing this fairness constraint on paths means that a fair path must
have infinitely many states such that process one is not in its critical section.
Kripke structures are equipped with fairness constraints in the following way:

Definition 15. (Fair Kripke structure)
A fair Kripke structure is a quadruple M = (S, I,R,Label,F) where (S, I,R,

Label) is a Kripke structure and F ⊆ 2S is a set of fairness constraints.

Definition 16. (Fair path)
A path σ = s0 s1 s2 . . . is called fair if for every set of states Fi ∈ F (0 6 i < |F|)
there are infinitely many states in σ that belong to Fi.

Notice that this condition is identical to the condition for accepting runs of a
generalized Büchi automaton (see Chapter 4). Indeed, a fair Kripke structure is
an ordinary Kripke structure that is extended with a generalized Büchi accep-
tance condition. For F = ∅ the requirement that every set Fi is visited infinitely
often is vacuously true, and thus any path is fair. The fair Kripke structure
(S, I,R,Label, ∅) thus has the same paths as Kripke structure (S, I,R,Label).

The semantics of CTL in terms of fair Kripke structures is identical to the
semantics given earlier (cf. Definition 12), except that all quantifications over
paths are interpreted over fair paths rather than over all paths. Let Pathsfair (s)
be the set of fair paths in M that start in state s. Clearly, Pathsfair (s) ⊆
Paths(s). Note that Pathsfair (s) = ∅ if all paths starting in s do not visit all
Fi infinitely often. The fair interpretation of CTL is defined in terms of the
satisfaction relation |=f (subscript f denotes fair). (M, s) |=f Φ if and only if
Φ is valid in state s of fair Kripke structure M.

Definition 17. (Fair semantics of CTL)
Let p ∈ AP be an atomic proposition, M = (S, I,R,Label,F) be a fair Kripke
structure, s ∈ S, Φ,Ψ be CTL state-formulas, and ϕ be a CTL path-formula.
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The satisfaction relation |=f is defined for state-formulas by:

s |=f p iff Pathsfair (s) 6= ∅∧ p ∈ Label(s)
s |=f ¬Φ iff ¬ (s |=f Φ)
s |=f Φ ∨ Ψ iff (s |=f Φ) ∨ (s |=f Ψ)
s |=f E ϕ iff ∃σ ∈ Pathsfair (s). σ |=f ϕ

s |=f Aϕ iff ∀σ ∈ Pathsfair (s). σ |=f ϕ

For fiar path σ, the satisfaction relation |=f is defined for path-formulas by:

σ |=f XΦ iff σ[1] |=f Φ
σ |=f ΦUΨ iff ∃ j > 0. (σ[j] |=f Ψ ∧ (∀ 0 6 k < j. σ[k] |=f Φ))

The clauses for the propositional logic terms are identical to the semantics
given earlier except for atomic propositions. In order to have s |=f p it is
of importance, besides the fact that s should be labelled by p, whether a fair
path that starts in state s does exist. For the traditional CTL-semantics such
constraint is vacuously true as for each state in a Kripke structure at least one
path does exist. In case of a fair semantics this is no longer the case. For the
path quantifiers E and A the difference lies in the quantifications that are over
fair paths rather than over all paths. The expressiveness of CTL under a fair
interpretation (let us call this fair CTL) is strictly larger than that of CTL, and
is (like CTL) a subset of CTL∗. As for CTL, the expressivenes of fair CTL is
incomparable to that of PLTL.

A few remarks are in order to see what type of fairness (unconditional, weak
or strong fairness) can be supported by using this alternative interpretation
for CTL. Suppose that Φ1, . . . ,Φn are the desired fairness constraints and Ψ is
the state-formula to be checked for Kripke structure M. Let Mf be equal to
M with the exception that Mf is a fair Kripke structure where the fairness
constraints Φ1, . . . ,Φn are realized by appropriate acceptance sets Fi (0 < i 6 n,
i.e., Fi = { s | s |= Φi }. Then:

Mf , s |=f Ψ if and only if M, s |= A ((∀i.GFΦi) ⇒ Ψ)

(Notice that A ((∀i.GFΦi) ⇒ Ψ) is a CTL∗-formula, and not a CTL-formula.)
The intuition of this result is that the formulas GFΦi exactly characterize those
paths that visit Fi infinitely often.

Example 15. Consider the Kripke structure depicted in Figure 6.5 and suppose
we are interested in checking M, s0 |= AG (p ⇒ AF q). This property is invalid
since there is a path s0 s1 (s2 s4)

ω that never goes through a q-state. The reason
that this property is not valid is that there is a non-deterministic choice between
moving either to s3 or to s4 at state s2, and by always ignoring the possibility
of going to s3 we obtain a computation for which AG (p ⇒ AF q) is invalid,
hence: M, s0 6|= AG (p ⇒ AF q). Usually, though, the intuition is that if there
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is infinitely often a choice of moving to s3 then s3 should be visited sometime
(or infinitely often).

s0 s1

s4

s3

s2

{ p } { p } { p }

{ p }

{ q }

Figure 6.5: An example Kripke structure

We transform the Kripke structure shown in Figure 6.5 into a fair Kripke struc-
ture M′ by defining F = {F1, F2 } where F1 = { s3 } and F2 = { s4 }. Let
us now check AG (p ⇒ AF q) on this fair model, that is, consider M′, s0 |=f

AG (p ⇒ AF q). Any fair path starting at s0 has to go infinitely often through
some state in F1 and some state in F2. This means that states s3 and s4 must
be visited infinitely often. Such fair paths exclude paths like s0 s1 (s2 s4)

ω, since
s3 is never visited along this path. Thus we deduce that indeed: M′, s0 |=f

AG (p ⇒ AF q).

It is left to the reader to check that a fair Kripke structure M′′ with F =
{ { s3, s4 } } does not exclude the path s0 s1 (s2 s4)

ω, and hence M′′, s0 6|=f AG (p ⇒
AF q). (End of example.)

6.6 Practical use of CTL

This section discusses the practical usage of CTL as a logic to specify relevant
system properties. We do so by considering the classes of properties as distin-
guished in Section 3.8 (and which is adopted from [10]): reachability, safety,
liveness, and fairness properties.

Reachability properties express that some particular situation can be reached.
Reachability properties are of the type “there exists a path such that some
scenario can be reached”, and can be naturally expressed in CTL by EFΦ where
Φ characterizes the set of states to be reached. A negated reachability property
expresses that some undesired situation (such as a deadlock) cannot be reached.
Such property can be expressed by ¬EFΦ, or, equivalently, by AG ¬Φ. These
(negated) reachability properties do not impose any conditions on the paths
that are traversed until reaching the desired goal states; recall that EFΦ ≡
trueUΦ. Conditional reachability properties restrict the set of paths that may
be traversed until reaching any of the goal states. An example of such property
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is “it is possible that the system will go down by having at least two processors
being operational up to that point”. Conditional reachability properties can be
naturally expressed in CTL by EU , for instance, E ((up3∨up2)Udown) expresses
the aforementioned property for the TMR system. When reachability applies
to any state, the CTL temporal operators AG (in any state of each path) and
EF (simple reachability) are nested. For instance, the property “it is always
possible for the system to start as new” is formalized by AGEF up3. This can
be applied also to conditional reachability properties, for which AG and EU are
nested. Such properties cannot be expressed in PLTL.

Safety properties express that, under certain conditions, something never oc-
curs. The operator AG describes safety properties, e.g., AG ¬ (P1@cs∧P2@cs)
expresses that processes P1 and P2 can never occupy their critical section si-
multaneously. Like for PLTL, conditional safety properties can be conveniently
expressed by the unless operator. For instance, the property “as long as the
user does not provide a 25 cents coin, the coffee machine won’t offer coffee” is
expressed by A (¬ coin W coffee).

Liveness properties expresses that, under certain conditions, something will
ultimately occur. Typically, these properties are expressed in CTL by a nested
combination of AG and AF . For instance, the liveness property “once red,
the traffic light will become green” is expressed by AG (red ⇒ AF green). The
until operator is used for conditional liveness properties, since ΦUΨ is valid if
Ψ is will hold eventually. As we have discussed just above, the liveness (and
reachability) property AGEFup3 cannot be expressed in PLTL.

Fairness properties express that, under certain conditions, an event will occur
(or will fail to occur) infinitely often. Such properties cannot be expressed
in CTL as CTL prohibits the nesting of F and G without a path quanti-
fier in between. The only relevant fairness property that can be expressed
in CTL is AGAFΦ, but there is neither a CTL-equivalent to EFGΦ nor to
E (F GΦ∧FGΨ). Note that the latter formulas are legal CTL∗-formulas.

Table 6.4 lists the most commonly used specification patterns for CTL, describes
their property category and their empirically established importance.

6.7 Bibliographic Notes

Branching temporal logics. Various types of branching temporal logic have been
proposed in the literature. They basically differ in expressiveness, i.e., the type
of formulas that one can state in the logic. We mention a few important ones in
increasing expressive power: Hennessy-Milner logic (HML [52]), Unified System
of Branching-Time Logic [9], Computation Tree Logic (CTL [22]), Extended
Computation Tree Logic (CTL∗ [22]), and Modal µ-Calculus [63]. The modal
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pattern category CTL-formula frequency

response liveness AG (Φ ⇒ AF Ψ) 43.4 %
universality safety AG Φ 19.8 %
absence negated reachability ¬ EFΦ 7.4 %
precedence liveness AG A (¬Φ W Ψ) 4.5 %
absence AG ((Φ ∧ ¬Ψ ∧ AF Ψ)

⇒ A (¬Φ′ U Ψ)) 3.2 %
absence safety AG (Ψ ⇒ AG ¬Φ) 2.1 %
existence liveness EFΦ 2.1 %

≈ 80 %

Table 6.4: Most commonly used specification patterns for CTL [33]

µ-calculus is the most expressive among these languages, and HML is the least
expressive. The fact that the modal µ-calculus is the most expressive logic
means that for any formula Φ expressed in one of the logics mentioned, an
equivalent formula Ψ in the modal µ-calculus can be given. CTL∗ and the µ-
calculus can express fairness properties. CTL has been extended with fairness
by Emerson and Halpern [36] and by Emerson and Lei [38].

Theoretical results for CTL and CTL∗. Emerson [34] has shown that checking
CTL satisfiability, i.e., checking whether for a given CTL-formula a model does
exist, is in the complexity class EXPTIME. This means that the time complex-
ity of checking CTL satisfiability is exponential in the length of the formula.
For CTL∗ this problem is double exponential [37], i.e., the time complexity
of checking CTL∗ satisfiability is duoble exponential in the length of the for-
mula. A complete axiomatization of CTL has been given by Ben-Ari, Pnueli
and Manna [9] and Emerson and Halpern [35].

Expressiveness of branching versus linear temporal logics.



Chapter 7

A Quick Introduction to

NuSMV

The tool NuSMV is a new, recent re-implementation of a somewhat older tool,
called SMV. NuSMV uses the same input language as SMV and is based on the
same principles and algorithms. NuSMV is available at http://nusmv.irst.itc.it/.
It adds some new features to SMV, including a graphical interface, and a PLTL
model checker, see Figure 7.1.

Front-End
NuSMV

Parser

PLTL CTL INV

Parser Parser Parser

symbolic FSM

CUDD
Package

Fairness

Model Checker

Simulator

counter-
example

FSM
Compiler

Figure 7.1: Overview of the NuSMV model checker

In the brief description here we concentrate on the core of SMV, and thus the
core of NuSMV. A more extensive description of the tool can be found in [20].

7.1 The model checker SMV

The tool SMV (Symbolic Model Verifier) supports the verification of cooper-
ating processes which “communicate” via shared variables. The tool has been

91
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developed at Carnegie-Mellon University by Ken McMillan and was originally
developed for the automatic verification of synchronous hardware circuits. It
is publically available, see www.cs.cmu.edu/∼modelcheck. The model checker
has been very useful for verifying hardware circuits and communication proto-
cols. It has recently also been applied to large software systems, for instance, in
the airplane-industry [18]. Processes can be executed in either a synchronous
or an asynchronous fashion and model checking of CTL-formulas is supported.
The model checking algorithms which are used by SMV are basically the algo-
rithms which we have covered in this chapter and support the treatment of fair
CTL. It is not our intention to give a complete introduction to the tool SMV
in these lecture notes. For a more extensive introduction we refer to [79, 80].
We rather want to demonstrate by example how systems can be specified and
verified using the model checker.

An SMV specification consists of process declarations, (local and global) vari-
able declarations, formula declarations and a specification of the formulas that
are to be verified. The main module is called main, as in C. The global structure
of an SMV specification is:

MODULE main

VAR variable declarations

ASSIGN global variable assignments

DEFINITION definition of property to be verified /* optional */

SPEC CTL-specification to verify

MODULE /* submodule 1 */

MODULE /* submodule 2 */

.............

The main ingredients of system specifications in SMV are:

• Data types. The only basic data types provided by SMV are bounded
integer subranges and symbolic enumerated types.

• Process declarations and initializations. A process named P is defined as
follows:

MODULE P (formal parameters)

VAR local definitions

ASSIGN initial assignments to variables

ASSIGN next assignments to variables

This construct defines a module called P which can be instantiated by
either
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VAR Pasync: process P(actual parameters)

to obtain a process instantiation called Pasync which executes in asyn-
chronous mode, or by

VAR Psync: P(actual parameters)

to obtain a process instantiation Psync which executes in synchronous
mode. (The difference between asynchronous and synchronous is dis-
cussed below.)

• Variable assignments. In SMV a process is regarded as a finite-state
automaton and is defined by listing for each (local and global) variable
the initial value (i.e. the values in the initial state), and the value which is
to be assigned to the variable in the next state. The latter value usually
depends on the current values of the variables. For instance, next(x)

:= x+y+2 assigns to x the value x+y+2 in the next state. For variable
x the assignment init(x) := 3 denotes that x initially has the value
3. The assignment next(x) := 0 assigns to x the value 0 in the next
state. Assignments can be non-deterministic, e.g. the statement next(x)
:= {0, 1} means that the next value of x is either 0 or 1. Assignments
can be conditional. For instance, the assignment

next(x) := case b = 0: 2;

b = 1: {7, 12}

esac;

assigns to variable x the value 2 if b equals 0 and (non-deterministically)
the value 7 or 12 if b equals 1. If x is a variable in process instantiation
Q then we write Q.x.

Assignments to global variables are only allowed if these variables occur
as parameters of the process instantiation.

• Synchronous versus asynchronous mode. In the synchronous mode all
assignments in any process are carried out in a single indivisible step.
Intuitively this means that there is a single global clock and at each of its
ticks each module performs a step. At any given time, a process is either
running or not running. An assignment to the next value of a variable
only occurs if the process is running. If not, the value of the variable
remains unchanged in the next step.

In asynchronous mode only the variables of the “active” process are as-
signed a new value. That is, at each tick of the global clock a single
process is non-deterministically chosen for execution and a single step of
this process is performed (while the other, not selected processes, keep
their state). Synchronous composition is useful for e.g. modelling syn-
chronous hardware circuits, whereas asynchronous composition is useful
for modeling communication protocols or asynchronous hardware systems.
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• Specification of CTL-formulas. For the specification of CTL-formulas,
SMV uses the symbols & for conjunction, | for disjunction, -> for im-
plication and ! for negation. The SMV model checker verifies that all
possible initial states satisfy the specification.

7.2 Peterson and Fischer’s mutual exclusion algo-

rithm

The mutual exclusion algorithm of Peterson and Fischer is used by two processes
which communicate via shared variables. It is intended to prevent the processes
being simultaneously in their critical section. Each process i (i=1, 2) has local
variables ti and yi which are readable by the other process but which can only be
written by process i. These variables range over {⊥, false, true }. The operator
¬ is not defined for ⊥ and has its usual meaning for false and true. This means
that in an expression like ¬ y2 = y1 it is assumed that y1 6= ⊥ and y2 6= ⊥.
The initial values of the variables are y1, y2, t1, t2 := ⊥,⊥,⊥,⊥. Process 1 is as
follows:

start1: (* Process 1 *)
t1 := if y2 = false then false else true fi

y1 := t1
if y2 6= ⊥ then t1 := y2 fi

y1 := t1
loop while y1 = y2

critical section 1; y1, t1 := ⊥,⊥
goto start1

Process 2 is as follows:

start2: (* Process 2 *)
t2 := if y1 = true then false else true fi

y2 := t2
if y1 6= ⊥ then t2 := ¬ y2 fi

y2 := t2
loop while (¬ y2) = y1

critical section 2; y2, t2 := ⊥,⊥
goto start2

The basic method of the algorithm is that when both processes compete to enter
their critical section, it is guaranteed that y1 6= ⊥ and y2 6= ⊥, and therefore the
conditions for entering the critical sections can never be valid simultaneously.
Notice that the two processes are not symmetric.
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7.3 Modeling the mutual exclusion algorithm in SMV

The translation of the algorithm just described into an SMV specification is
fairly straightforward. The two process instantiations are created by

VAR prc1 : process P(t1,t2,y1,y2);

prc2 : process Q(t1,t2,y1,y2);

The behavioral part of the first process of the previous section is given below.
For our purpose we have labelled each statement in the algorithm starting from
label l1. These labels are used to determine the next statement after the
execution of a statement; they are a kind of program counter. The SMV code
for the other process is rather similar, and is omitted here. Comments start
with -- and end with a carriage return.

MODULE P(t1,t2,y1,y2)

VAR label : {l1,l2,l3,l4,l5,l6,l7}; -- local variable label

ASSIGN init(label) := l1; -- initial assignment

ASSIGN -- next assignments

next(label) :=

case

label = l1 : l2;

label = l2 : l3;

label = l3 : l4;

label = l4 : l5;

label = l5 & y1 = y2 : l5; -- loop

label = l5 & !(y1 = y2) : l6;

label = l6 : l7;

label = l7 : l1; -- goto start

esac;

next(t1) :=

case

label = l1 & y2 = false : false;

label = l1 & !(y2 = false) : true;

label = l3 & y2 = bottom : t1;

label = l3 & !(y2 = bottom) : y2;

label = l6 : bottom;

1 : t1; -- otherwise keep

-- t1 unchanged

esac;

next(y1) :=

case

label = l2 | label = l4 : t1;

label = l6 : bottom;
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1 : y1; -- otherwise keep

-- y1 unchanged

esac;

Notice that the label prc1.l6 corresponds to the critical section of process 1
and symmetrically, label prc2.m6 corresponds to the critical section of process
2.

7.4 Model checking the SMV specification

There are two major properties which a mutual exclusion algorithm must pos-
sess. First there must be at most one process in its critical section at the same
time. This is expressed in CTL as:

AG ¬ (prc1.label = l6 ∧ prc2.label = m6)

In SMV this property is defined by

DEFINE MUTEX := AG !(prc1.label = l6 & prc2.label = m6)

where MUTEX is simply a macro. The result of the verification using SPEC MUTEX

is positive:

-- specification MUTEX is true

resources used:

user time: 1.68333 s, system time: 0.533333 s

BDD nodes allocated: 12093

Bytes allocated: 1048576

BDD nodes representing transition relation: 568 + 1

reachable states: 157 (2^7.29462) out of 3969 (2^11.9546)

For the moment we ignore the messages concerning BDDs. SMV uses BDDs to
represent (and store) the state space in a compact way in order to improve the
capabilities of the model checker. These techniques will be treated in Chapter
5 of these lecture notes.

A second important property of a mutual exclusion algorithm is the absence of
individual starvation. That means that it should not be possible that a process
which wants to enter its critical section can never do so. This can be formalized
in the current example in the following way

NST := AG ((prc1.label in {l1,l2,l3,l4,l5} -> AF prc1.label = l6) &

(prc2.label in {m1,m2,m3,m4,m5} -> AF prc2.label = m6))
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An alternative formulation of the intended property is

AG AF !(prc1.label in {l1,l2,l3,l4,l5}) &

AG AF !(prc2.label in {m1,m2,m3,m4,m5})

This states that from any state in the computation along any path the label
of process 1 (and 2) will be different eventually from l1 through l5 (and m1

through m5). This implies that process 1 and 2 are “regularly” in their critical
section.

Checking the property NST using SMV yields an error as indicated by the
following generated output:

-- specification NST is false

-- as demonstrated by the following execution sequence

-- loop starts here --

state 1.1:

NST = 0

MUTEX = 1

t1 = bottom

t2 = bottom

y1 = bottom

y2 = bottom

prc1.label = l1

prc2.label = m1

state 1.2:

[executing process prc2]

state 1.3:

[executing process prc2]

t2 = true

prc2.label = m2

state 1.4:

[executing process prc2]

y2 = true

prc2.label = m3

state 1.5:

[executing process prc2]

prc2.label = m4

state 1.6:

[executing process prc2]

prc2.label = m5
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state 1.7:

[executing process prc2]

prc2.label = m6

state 1.8:

[executing process prc2]

t2 = bottom

y2 = bottom

prc2.label = m7

state 1.9:

prc2.label = m1

The counter-example is described as a sequence of changes to variables. If a
variable is not mentioned, then its value has not been changed. The counterex-
ample which the model checker produces indicates that there exists a loop in
which prc2 repeatedly obtains access to its critical section, whereas process
prc1 remains waiting forever. This should not surprise the reader, since the
SMV system can, in each step of its execution, non-deterministically select a
process (which can proceed) for execution. By always selecting one and the
same process, we obtain the behavior illustrated above. One might argue that
this result is not of much interest, since this unfair scheduling of processes is
undesired. Stated differently, we would like to have a scheduling mechanism
in which enabled processes — a process which can make a transition — are
scheduled in a fair way. How this can be done is explained in the following
subsection.

7.5 Model checking with fairness using SMV

SMV offers the possibility of specifying unconditional fairness requirements by
stating (for each process):

FAIRNESS f

where f is an arbitrary CTL-formula. The interpretation of this statement is
that the model checker, when checking some specification (which might differ
from f), will ignore any path along which f does not occur infinitely often.
Using this construct, we can establish process fairness in the following way. In
SMV each process has a special variable running which is true if and only if
the process is currently executing. When we add FAIRNESS running to our
previous SMV specification for the mutual exclusion program, the previously
obtained execution that showed the presence of individual starvation is indeed
no longer possible (since it is unfair). We now obtain indeed absence of individ-
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ual starvation. Therefore we can conclude that under the fairness assumption
that each process is executed infinitely often, the algorithm of Peterson and
Fischer does not lead to individual starvation.

As another example of the use of the FAIRNESS construct, let us modify the
mutual exclusion algorithm slightly by allowing a process to stay in its critical
section for some longer time. Recall that the label prc1.l6 corresponds to
process one being in its critical section. We now change the code of MODULE P

so that we obtain:

ASSIGN

next(label) :=

case

.........

label = l6 : {l6, l7};

.........

esac;

Process one can now stay in its critical section infinitely long, while blocking
process two from making any progress. Notice that adding FAIRNESS running

to the above specification does not help: process two will then be scheduled
for execution, but since it is blocked, it cannot make any progress. In order to
avoid this situation we add the fairness constraint:

FAIRNESS !(prc1.label = l6)

This statement means that when evaluating the validity of CTL-formulas, the
path operators A and E range over the fair paths with respect to !(prc1.label

= l6). Stated differently, the runs for which !(prc1.label = l6) is not valid
infinitely often are not considered. This indeed avoids that process one remains
in its critical section forever.
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